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In most fields of physics, machine learning (ML) is all the 
rage. Physicists use ML algorithms to analyze data, to cast 
predictions or to emulate computer simulations. But what 
exactly is machine learning? How trustworthy are its re-
sults? What are possible pitfalls? And how does ML impact 
on the methodology of physics? The aim of this article is to 
discuss initial answers to these questions on the basis of 
recent philosophical work.

1 Introduction

In this day and age, research in physics (and elsewhere) is 
profoundly shaped by the use of computers. Interestingly, 
though, there is not just one way in which computers are 
used. Rather, there are various computer-based methods. 
Whereas computer simulations have been run since the ad-
vent of the digital computer in the midst of the 20th century 
and since then spread almost everywhere, the excitement 
about some kinds of machine learning (ML), e.g. deep learn-
ing, is of more recent origin. But what exactly is happening 
here? What kind of method is machine learning? How does 
it fit into the methodological toolbox available to physicists? 
And how does the method shape research in physics?

Some of these questions have provoked far-reaching 
claims. For instance, in a piece that appeared in the mag-
azine “Wired”, Anderson [2008], has argued that “[t]he new 
availability of huge amounts of data, along with the statisti-
cal tools to crunch these numbers, offers a whole new way 
of understanding the world. Correlation supersedes causa-
tion, and science can advance even without coherent mod-
els, unified theories, or really any mechanistic explanation 
at all.”

Claims of this kind cannot be examined using the tools of 
physics alone. This is why philosophers of science have 
started thinking about machine learning and its use in sci-
ence. The aim of this paper is to provide a philosophical ap-
praisal of ML by addressing the above questions. To have a 
contrast foil, I will often compare ML to computer simulation. 
I will mostly develop my own take on ML, but still refer the 
reader to the most important philosophical work on the topic 
so far, with the hope that readers will obtain an impression 
of what philosophers have been discussing.

I start with a few recent examples in which machine learning 
was used in physics (Sect. 2). I then turn to the concept 
of machine learning and provide some crucial distinctions 
in Sect. 3. In Sect. 4, I address the question in how far we 
can trust results of ML. This will bring me to an intense-
ly discussed problem about ML, its black box character, or 
– as philosophers call it – its opacity (Sect. 5). In Sect. 6, 
I discuss the question of what ML means for the future of 
physics.

Since ML is developing fast, I cannot offer more than a first 
attempt at appraising ML in physics. In this paper, I concen-

trate on physics, but most of my claims can be generalized 
to other sciences.

2 Machine learning in practice– three examples

To begin our inquiry, it is useful to have a few examples of 
ML applications at hand.

The first example is from high energy physics in which ML is 
often used for the analysis of data. For instance, the NOvA 
experiment is intended to detect possible neutrino oscilla-
tions [Aurisano et al. 2016]. For this purpose, the compo-
sition of a neutrino beam is measured using two detectors 
that are kept at different distances from the source of the 
beam. The original beam consists mainly of mu-neutrinos. 
If mu-neutrinos oscillate into different flavors, the detector 
farer removed from the source is expected to identify more 
electron- or tau- neutrinos than the other detector, which is 
quite close to the source.

For this experiment to succeed, it is crucial to identify the 
flavor of the neutrinos using a detector (see Fig. 1). The 
physical basis of this is charged current (CC) interaction re-
sulting in a charged lepton. Depending on the flavor of the 
incoming neutrino, a muon, an electron or a tau is produced. 
These particles or their decay products are detected using 
an array of scintillators that produce photons detected via 
fibers. If a charged particle produces light detected by a fib-
er, this counts as a hit.

To infer the presence of certain charged particles, and thus, 
effectively, of a certain type of neutrino, from a pattern of 
hits, Aurisano et al. use a network consisting of several neu-
ral networks. The network has two input layers that take data 
from two planes. The outputs of the network can roughly be 
interpreted as set of probabilities for the interaction chan-
nels, most of which are associated with a specific type of 
neutrino. The network was trained using results from com-
puter simulations. In these simulations, the products result-
ing from a known interaction channel are followed through 

Fig. 1. One of the NOvA detectors. Source: R. Hahn, Fermilab, via wikimedia co-
mons, https://commons.wikimedia.org/wiki/File:NOvA_Near_Detector.jpg (public domain).
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a detector. The simulation outputs thus comprise a huge set 
of simulated patterns of hits belonging to each interaction 
channel. Using the training data, the network is taught to 
infer the interaction channel from a pattern of hits. After the 
training phase, the network is used on real data to infer the 
interaction channel.

As the authors show, their method is more efficient than pre-
vious ones, which were partly based upon the reconstruc-
tion of the trajectory of the charged particle. In general, the 
introduction of neural networks has helped to improve the 
efficiency of particle detections. Radovic et al. [2018, Table 
1], show how detection efficiency has been increased via 
machine learning. For instance, due to ML, a 2.5 v event 
in the H " x+x- channel in the ATLAS experiment became a 
3.4 v event.

My second example is from weather and climate prediction. 
Predictions of these kinds are commonly made using gen-
eral circulation models (GCMs) that trace the physics of the 
atmosphere and are evaluated using computers. But run-
ning computer simulations to solve a GCM is computation-
ally expensive. Scher [2018] has thus trained a deep neural 
network (DNN) to learn the dynamics of a simple GCM. The 
basic idea was to feed the network with many examples of 
two model states with a given temporal distance, e.g. one 
day. Once the network had been “accustomed” to the model 
dynamics in this way, it was applied to new model states and 
requested to make a prediction. Both regarding the weath-
er and the climate, the network reproduced the results of 
the GCM with high accuracy. Here, climate predictions were 
obtained by consecutively making predictions for the next 
day and averaging over time. The simulations and the net-
work outputs were compared using a standard metric, viz. a 
normalized 500-hPa geopotential height. In these units the 
errors were small (less than 0.06 for a six-day prediction).

The same method can also be used with real data with the 
aim to predict the real weather, as demonstrated by Weyn et 
al. [2019]. They trained several neural network models using 
reanalyzed data (roughly real data complemented using nu-
merical methods). For computational reasons, they defined 
a state using one characteristic only (500-hPa geopotential 
height) as measured on a set of grid points spanning the 
Earth (some of their models used two more variables, but 
still fell short of what physicists take to provide a full physical 
state description). It proved useful to use two consecutive 
states separated by 6 hours as input and to “tell” the model 
using many examples how the next two consecutive states 

look like. The predictions of the trained model proved quite 
good, in particular better than persistence (the atmospheric 
state doesn’t change) and the so-called barotropic model, 
but not better than a full-fledge physical model (cf. Fig. 4).

My third example is about so-called trees, e.g. regression 
or decision trees. I illustrate it using photometric data from 
galaxies. Assume that, for each galaxy in a sample, the ap-
parent magnitude in various energy bands has been meas-
ured; so we have, say, five measurements per galaxy. A 
tree arises if the galaxies are step by step split into groups 
and subgroups. This yields a partition or classification of the 
galaxies into groups, subgroups and so on. The classifica-
tion can then be used to classify new galaxies for which the 
same information on apparent magnitudes in energy bands 
has been measured. What is most remarkable is that the 
classification is constructed automatically using data alone. 
To define sub-classes, the galaxies still available are split 
into two or more groups in such a way as to optimize a cer-
tain function. For instance, the partition is supposed to yield 
maximum information gain [Carrasco Kind & Brunner 2013 
and references therein] or to minimize resubstitution error 
[Carliles et al. 2010]. In the simplest case, the iterated split-
ting of subgroups is stopped if subgroups become smaller 
than a predefined threshold.

If an additional characteristic, e.g. the redshift, for the orig-
inal set of galaxies is known, then for each last-level sub-
group, the average of the redshift can be taken. This redshift 
can then be assigned to any new galaxy that is assigned 
to the subgroup following the tree (this method is used by 
[Carliles et al. 2010]).

Nowadays, this method is much refined. For instance, in the 
same way in which forests comprise many trees, so-called 
random forests arise if random subsamples of the data are 
used to train several trees (see [Ho 1995; Breiman 2001] 
for random forests). Each new galaxy is classified using all 
trees, and the results are aggregated to make a prediction 
[Carliles et al. 2010 and Carrasco Kind & Brunner 2013].

3 What is machine learning?

So much for some examples of ML. But what is machine 
learning in general? The basic idea of ML is that a comput-
er “learns” something from data: A rule, a law, a principle 
or at least a method to infer information on new items is 
learned or inferred from data (see [Mitchell 1997] for a clas-
sic introduction). Regarding many ML algorithms, we can 

distinguish between a learning and an application 
phase. For some ML algorithms, though, the dis-
tinction crumbles because new applications of the 
algorithm are used to further improve it.

At first sight, the fact that ML infers principles or 
rules from data distinguishes them sharply from 
computer simulations, e.g. climate simulations 
based upon general circulation models. The latter 
are built upon physical laws, theories or at least 
model assumptions. In any case, in computer 
simulations, physical hypotheses about the tar-
get systems are implemented in a machine. The 
point of using the computer is to run calculations 
to evaluate what the hypotheses imply. Machine 

Fig. 2. The performance of several ML models in predicting the weather. Panel 
a shows the initial condition; panels c and d non-ML models; panels d through 
g show ML models. The color indicates deviations from the true prediction (cf. 
panel b). Source: Weyn et al. (2019), Fig. 4. (CC BY-NC-ND 4.0).
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learning algorithms, by contrast, are not based upon phys-
ical hypotheses in this way (for computer simulations see 
e.g. [Humphreys 2004, Ch. 5]).

On a closer look, however, the difference is less pronounced 
than it may first seem. On the one hand, an ML algorithm 
that has not yet been fed with data is not a tabula rasa. The 
ML algorithm contains some structure or some assumptions 
to start with. For instance, if physicists build up trees, they 
have to decide whether they prefer a binary tree, where 
groups are always divided into two subgroups, or wheth-
er they are more flexible than that. Also, the function to be 
maximized during each split has to be determined. Like-
wise, the use of a network (more on that below) requires 
certain choices on the part of scientists to begin with. On the 
other hand, many computer simulations are tuned to data 
before they are used to cast predictions. That is, many sim-
ulations have free parameters (often related to processes 
the details of which are not known), and the parameters are 
determined such as to maximize agreement with available 
data. As a consequence, the difference between machine 
learning applications and computer simulations is not sharp, 
but really a matter of degree because both methods can 
involve some optimization using data. But even simple ML 
algorithms typically contain more free parameters than fairly 
complicated computer simulations. Also, in ML, the parame-
ters that are optimized are not physical characteristics (mo-
mentum, temperature, field strength, …), but rather charac-
terize a network. By contrast, in computer simulations, the 
free parameters have often physical meaning (for instance, 
an unknown conductivity).

What further complicates matters is the fact that some new 
ML algorithms are based upon physical assumptions [Kash-
inath et al. 2021]. For instance, it is possible to enforce that 
energy is conserved by a network. Still, the incorporation of 
physical assumptions is not generic for ML.

What kind of thing then is a machine learning application, 
e.g. a tree or a network, that has been prepared using data? 
It is certainly correct to say that it is an algorithm or a func-
tion that maps inputs to outputs. Another possible answer is 
that it is a model. There is nothing wrong with this answer 
if we keep in mind that this model need not be a dynami-
cal model (for instance a classification tree will typically not 
contain information on how the items evolve in time). Also, 
it is a kind of model for which the model assumptions can 
often not be put down in an informative way. In what follows, 
I will interchangeably speak of ML models, algorithms or ap-
plications. I will take it that ML methods are more 
general; for instance, trees can be seen as an ML 
method.

Within machine learning, a distinction is drawn 
between supervised and unsupervised ML (where 
the distinction is not exhaustive due to so-called 
reinforcement learning; e.g. [Martín-Guerrero 
& Lamata, 2021]). In supervised ML, learning is 
achieved using a series of labeled data in a train-
ing phase [e.g. Mohri et al. 2018]. The examples 
may be images, and the label may classify them, 
e.g. whether they show a dog. The task of the 
trained algorithm then is to find the correct label 
for new data that still lack a label. Unsupervised 

learning does without a stage at which correct labels are 
provided to the computer. An example of unsupervised 
learning is clustering, in which the algorithm constructs a 
classification by grouping together items that are close to 
each other in some sense (see [Mikuni & Canelli 2021] for 
an example; see Fig. 3).

The current hype around ML is mainly due to the use of neu-
ral networks (see [Buckner 2019] for a philosophical intro-
duction). These are mathematical models of interconnected 
neurons. Very often, the neurons are ordered in layers. The 
neurons from each layer are connected to neurons from the 
previous and the next layer (see Fig. 4). Often, there is first 
an input layer in which each neuron takes a number from 
some input (e.g. information on a pixel in a pixelized image). 
That information is further propagated and processed along 
the connections (synapses). In the mathematical model of 
the neuron, each neuron from the next layer obtains a num-
ber that is calculated by putting together the numbers taken 
by some neurons from the previous layer using a function. 
We can think of the numbers associated with the neurons 
as their degrees of activation. The functions thus determine 

Fig. 3. Clustering algorithms form clusters of items in spaces span-
ned by all kinds of variables. Source: user Chire via wikimedia commons,
https://commons.wikimedia.org/wiki/File:EM-Gaussian-data.svg (CC BY-SA 3.0).

Fig. 4. A neural network (here taking words as inputs). Source: E. Hvitfeldt and J. Salge, 
Supervised Machine Learning for Text Analysis in R, https://smltar.com/, Fig. 8.1 (CC BY-NC-SA 4.0).
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how activation is spread in the network. The final layer is an 
output layer. The functions contain some parameters, and 
the point of the training is to tune these parameters in such 
a way that the network output reproduces the labels for the 
input data in an optimal way. Technically speaking, the opti-
mization involves a loss function that punishes deviations of 
the network output from the correct labels from the training. 
Of course, a lot of network structures have been tried (see 
[Bishop 1994] for the basics of neural networks and [Aggar-
wal 2018] for a more recent overview). Also, it is common 
to combine several networks in intricate ways. For instance, 
in so-called Generative Adversarial Nets, a network is sup-
posed to find out whether an input has been produced by 
another network or contains real data [Goodfellow et al. 
2014].

Computer simulations have a very specific primary task: 
Given information referring to a system and to one or more 
instances of time, they infer information about the same sys-
tem, but for a different instance of time. The primary task 
of ML algorithms is much more general. During the learn-
ing phase, they infer a general rule or at least a general 
method to judge single cases. Often, this method cannot be 
put down in a simple way, so it is unnatural to say that the 
ML algorithm infers a general hypothesis. When a trained 
network is applied to new input data, then the task of the 
algorithm is again running an inference, but this time for a 
single case. What exactly the inference is about differs from 
case to case. Sometimes, items are classified; in other cas-
es, predictions are inferred. Note also that networks cannot 
just classify input data, but also produce data of the kind of 
the input.

4 The justification of machine learning results

Can we trust the results of ML applications? This question is 
particularly urgent if important decisions are based upon ML 
applications, for instance in medicine (see [Ryan 2020] and 
[Nickel 2022]). In what follows, I will bracket the question to 
what extent human beings are willing to trust ML as a mat-
ter of fact. Rather, the focus will be on the reasons to trust 
the results of ML applications. Put differently, the question 
is what justification there is for ML results [Corfield 2010].

The only reason to trust a rule or method that has been 
inferred using ML is its relation to data. For supervised 
machine learning, we can point to the fact that it has been 
trained to reproduce the labels of the training data. Moreo-
ver, machine learning algorithms are usually tested using 
additional data before they are used in practice. If the test 
results agree with the test data to a sufficient degree, then 
there are additional reasons to trust the algorithms. If unsu-
pervised machine learning constructs a classification, the 
latter can be justified by saying that it organizes the data in 
some optimal way, for instance by proposing groups the as-
signment to which is maximally informative in some sense.

This kind of justification contrasts with the way in which 
results from computer simulations are justified [Beisbart 
2019a, b]. Results of computer simulations obtain some of 
their justification from prior knowledge. For instance, climate 
simulations rely upon the Navier-Stokes equations that con-
stitute prior knowledge. But this prior knowledge does not 
suffice to justify the simulation results [Winsberg 1999]. The 

main reason is that physical laws or theories that constitute 
prior knowledge have to be complemented with assump-
tions about the target system, e.g. its boundary conditions, 
and initial conditions to obtain simulation results. Typically, 
assumptions about the details of the target systems are less 
certain than the theories upon which the simulations are 
built. For this reason, the justification of a simulation has a 
data-related part: To further justify the simulation, it is shown 
to reproduce data from the target system. So we can say 
that the justification of computer simulations draws on two 
sources: prior knowledge and agreement with data. In the 
justification of ML, the component of prior knowledge is typi-
cally missing. This is not to say that that ML methods do not 
contain any kinds of assumptions; surely, what a network 
can do is restricted by its set-up. Still, these constraints do 
not amount to assumptions that we can take to constitute 
prior knowledge. Things are of course a bit different, when 
learning by machines is constrained by prior physical knowl-
edge (see e.g. [Lu et al. 2021]).

The fact that computer simulation results are based upon 
prior knowledge has an interesting consequence: Many 
simulation programs are so complicated that it is non-trivial 
to know whether the prior knowledge has adequately been 
taken into account. More concretely, one may ask whether a 
climate computer simulation really solves the Navier-Stokes 
equations – at least to reasonable approximation. As a con-
sequence, simulation scientists try to make a case that their 
simulations do in fact “solve the equations right” [Roache 
1997, 124]. Activities that serve this purpose are commonly 
referred to using the label “verification”. Verification in this 
sense is often contrasted with validation which is supposed 
to show that the program is „solving the right equations“ 
[ibid.]. Since ML do not rely on prior knowledge, verification 
is not an issue for them.

It thus seems as if the justification of supervised ML only re-
lies on its agreement with data (cf. [Schubbach 2021]). One 
may say that the justification is exclusively a matter of the 
previous track record of an ML algorithm. This means that 
we are justified to trust a new classification or prediction of 
an ML model only to the extent that it has so far been suc-
cessful in its past. This justification seems philosophically 
problematic; it has the form of an enumerative induction:

1.	The algorithm has been correctly inferred the re-
quired information in case 1.

2.	The algorithm has been correctly inferred the re-
quired information in case 2.

3.	…
4.	Thus, the algorithm will correctly infer the required 

information in a new case.

Many philosophers think that this kind of inference is only 
justified under certain conditions, for instance if it is about 
natural kinds [Ellis 1998] or if the best explanation of the 
regularity observed thus far implies that it will continue in 
the next few cases ([Harman 1965]; cf. [Mitchell et al. 1986] 
for a related idea in the ML literature). Conditions of these 
kinds may also tell scientists to what class of new cases the 
inference may be applied. This is a vital issue regarding ML 
algorithms: For which class of inputs can we expect correct 
classifications or predictions from ML models? Or how well 
do ML algorithms generalize?
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The enumerative induction just indicated would of course 
not be problematic if one or the other of the above condi-
tions was fulfilled, in particular if we had a good explanation 
of the previous success of an ML model. The problem, how-
ever, is that we do not currently have such an explanation 
for many ML models. More generally, in this day and age, 
scientists do not well understand the working of ML, as we 
will see in the next section. As a consequence, if there is 
justification to take ML outputs to be correct, then this is only 
due to the massive success they had in the past. According-
ly, justification and explanation come apart for ML models 
[see Schubbach 2021].

5 The opacity of machine learning

Machine learning algorithms are often described as black 
boxes or as opaque [Shwartz-Ziv & Tishby 2017]. In particu-
lar, scientists do not understand much about how neural 
networks learn and how they arrive at their verdicts for new 
cases. Things are a bit better when it comes to other ML 
methods, but let us focus on neural networks in this section.

To better understand the black-box character of neural net-
works, a comparison to computer simulations proves illu-
minating once more. Computer simulations are also often 
dubbed opaque. In philosophy, Paul Humphreys has fa-
mously proposed to call a process opaque if it contains too 
many relevant steps to be followed by a human being [Hum-
phreys 2004, 2009]. Computer simulations do in fact contain 
so many computational steps that a human being cannot in 
reasonable time trace how a computer simulation program 
arrives at its output. The same is, as a side note, true of 
computer-aided proofs in mathematics too [Tymoczko 1979]. 
The point also generalizes to most ML models (not just neu-
ral networks): A human being cannot follow the steps during 
the learning phase; and even the application of an ML ap-
plication to a new case involves so many calculations that 
humans cannot follow them, at least not in reasonable time. 
For instance, if a new input is processed in a neural net-
work, for each node (neuron) in the network, a function has 
to be evaluated, and this becomes practically impossible if 
there are too many nodes.

But it seems that neural networks are opaque in an even 
deeper sense, and this marks another contrast with com-
puter simulations (see [Boge 2022] and [Boge & Grünke 
forthcoming] for a first comparison). The point is that we do 
not even understand on a more coarse-grained level what a 
neural network is doing. In a computer simulation, scientists 
can tell a story on what the simulation program is doing. 
They know the physical equations that the program is sup-
posed to solve and they know the numerical methods imple-
mented in the machine. If they have some understanding 
of the model, they may even be able to reason about the 
results of the computer simulation. Regarding neural net-
works, physicists lack such a story. They can of course say 
that the network processes information following the con-
nections among neurons. But there is no easy way to trans-
late this story into a story about the target system. Typically, 
researchers do not know on which features a network picks 
up. They do not know to which details a neural network that 
classifies images is sensitive.

This deeper lack of understanding requires a broader notion 
of opacity than that offered by Humphreys [Beisbart 2021]. 
A suitably broader notion of opacity covers all features of a 
method that make it difficult to understand why its results 
have been arisen. Computer simulations and ML models 
share the feature that they involve many computational 
steps that cannot be followed by a human. At the same time, 
ML models pose the additional difficulty that we lack a story 
on how they work on the target system.

Scientists are of course well aware of this problem and try 
to render ML models more interpretable or explainable. A 
motivation is that the lack of explainability is often taken to 
be hamper trust in the models (see [Lipton 2018] for various 
motives for interpretable models). So far, various approach-
es have been taken. For instance, saliency maps highlight 
those pixels from a picture to which a neural network is very 
sensitive in the following sense: If the information in the pix-
els is only slightly changed, the output of the ML algorithm 
changes (see Fig. 5). A different strategy is to understand 
the relation between ML input and output using simple 
models, e.g. regression models. Interestingly, also ideas 
from statistical physics have been used to explain ML (see 
[Carleo et al. 2019, Sect. II]; see also [Mehta et al. 2019]). 
Research on interpretability is currently a thriving field. An 
interesting philosophical question is what kinds of explana-
tions are most fruitful to improve interpretability [Beisbart & 
Räz 2022].

A slightly different philosophical question that has recent-
ly drawn some attention is the degree to which interpret-
ability is really needed. In a recent paper, Sullivan [2022] 
has argued that neural networks can help to improve the 
understanding of a target system despite being opaque to 
researchers. This point may be illustrated using a compar-
ison to instruments used for observations (e.g. telescopes 
or microscopes; cf. [Humphreys 2004] for this comparison). 
It is arguable that a physicist does not need to understand a 
microscope to use it correctly or justifiably. Likewise, it may 
be suggested, a physicist can make progress by using an 
ML model without understanding much about it. But there 
are good reasons to think that physicists have to understand 
their ML algorithms if they want to use them to understand 
a real-world target system [Räz & Beisbart 2022]. A strong 
kind of understanding requires knowledge about the causes 
behind a phenomenon. But we cannot trust that machine 
learning algorithms pick up on the real cause of its target 
system. Often, reliance on correlations is sufficient to make 
reasonable predictions.

Fig. 5. A saliency map (right panel) for the working of a network on 
the image of a ship (left panel). Source: M. Kana, https://towardsdatascience.com/
practical-guide-for-visualizing-cnns-using-saliency-maps-4d1c2e13aeca.
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6 Machine learning and scientific method

A broader philosophical question is how ML (combined, 
maybe, with the use of Big Data) will impact on research 
done in physics? Are we in the midst of a broad scientific 
revolution that will have a profound impact on the methodo-
logical toolbox of science and on our very understanding of 
science? It is too early to answer this question in depth, but 
let me briefly discuss two points.

Anderson, in his famous 2008 article, suggests that ML-
based predictions render theories largely superfluous. The 
idea seems to be that, so far, theories have been a most 
efficient means to make predictions, but that ML models that 
are trained on suitable data are better than theories.

Anderson is correct in contrasting ML models with theories. 
In philosophy of science, theories are often understood to be 
small sets of fairly simple hypotheses (axioms) from which 
scientists can infer a lot of information. Philosopher Lewis 
[1973] has coined speech of a best system: a description of 
aspects of the world that achieves an optimal balance be-
tween strength (information content) and simplicity. Machine 
learning is different: While allowing for a lot of inferences, we 
cannot say that it consists of a small set of simple axioms.

But, at least to my mind, Anderson overestimates the power 
of ML models. He may be correct for many predictions: ML 
models may outrank theories in their predictive capacities in 
certain fields. But physics is not just about prediction. Physi-
cists also want to understand the world, and at least current-
ly, it is not clear how ML models help much in this respect. 
Theories, by contrast, can help to improve our understand-
ing of certain systems. One way in which they do this is to 
unify phenomena that often seem disconnected from each 
other. As is well-known, Newton’s theory of gravity provided 
a unified treatment of the movement of the planets and free 
fall on Earth. This unification helps us to grasp various con-
nections between different systems, and this grasp seems 
to be essential for understanding (see [Kvanvig 2003, 192] 
on grasping and [Gijsbers 2013] for the connection between 
understanding and unification).

At least in some cases, good understanding can lead to 
better predictions. Climate research is an example in point. 
Due to climate change, we are currently leaving a regime 
that has been present for generations. To be able to predict 
how the climate will evolve and whether we risk to cross 
certain tipping points, we need a deeper understanding of 
the climate [Jebeile et al. 2021]. Just extrapolating climate 
observations will not lead us very far. What ML models can 
infer from the observations may be valid for the regime in 
which the observations were taken. There is no good justi-
fication to extrapolate them into the future. By contrast, we 
know that the foundations of our climate models, viz. the 
basics of hydrodynamics, are still valid in the new regime.

A different debate concerns scientific method (see [Gillies 
1996] and [Pietsch 2021]). Up to some approximation, our 
understanding of scientific inference, and, indeed, scientific 
inference itself, has moved from inductivism to hypotheti-
co-deductivism. According to inductivism, scientific infer-
ence is bottom-up: On the basis of observations pertaining 
to particular cases, a general law or theory is inferred, e.g. 

using enumerative 
induction. According 
to hypothetico-de-
ductivism, by con-
trast, hypotheses are 
not derived from the 
data; rather, in a first 
step, hypotheses are 
formulated, which 
are then subjected 
to testing. The claim 
that hypotheses come 
first is very prominent 
in Popper’s writings 
(e.g. [Popper 1934]; 
see Fig. 6). Against 
this background, it 
may be argued that 

ML induces a push-back: Contemporary ML methods do not 
start from hypotheses, but rather from the data. They infer 
rules or prediction methods on the basis of rather minimal 
assumptions.

There are two possible counters to the claim that some sort 
of inductivism is revived using ML. A first counter questions 
that ML is properly described as inductivist. For instance, 
Pietsch [2016, 2021] has argued that ML models search for 
causes. Inferring causes moves beyond the simple gener-
alization implicit in enumerative induction. It may also be ar-
gued that ML models are not completely free of hypotheses, 
but rather contain huge sets of hypotheses from which the 
data are supposed to select the best fitting ones. A second 
counter stresses the importance of theory (see above) and 
points out that theories cannot be taken from the data using 
ML. The point then is that ML, even if it may be inductivist, 
needs to be complemented with methods that do not reason 
bottom-up.

7 Conclusions

To summarize: The broad idea behind machine learning is 
that computers learn rules or methods to run more inferenc-
es. It would go too far to claim that ML algorithms learn from 
scratch, but it is certainly true that they need not involve 
physical laws or theories and that they rather tune sorts of 
“all-purpose models” to data. This is a contrast to computer 
simulations, which are built upon physical hypotheses. As a 
consequence, the results of ML models cannot be justified 
in terms of physical laws or prior knowledge; rather, the only 
justification comes from agreement with the data. This kind 
of justification is not built upon an explanation of why an ML 
model has been successful in the past. More generally, the 
workings of ML models are difficult to understand. It is plau-
sible that this makes it difficult to understand the real world 
with ML models only. Despite that, ML models will allow for 
substantial progress in physics and elsewhere.

ML methods also raise interesting general questions that 
move beyond philosophy of science. One question is to 
what extent ML algorithms are good models of human cog-
nition (see e.g. [Buckner 2019]). Another, more pressing 
question is how we should, and should not, use ML models 
from a moral point of view. These questions are beyond the 
scope of this article, but “food for thought” for the next years.

Fig. 6. Karl R. Popper (1902-1994) clai-
med that scientific research starts with 
hypotheses. Source: L. Douglas-Menzies via wiki-
media commons, https://commons.wikimedia.org/wiki/File:-
Karl_Popper2.jpg (no restrictions).
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